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October 2008 Oracle released JDeveloper and ADF 11g. One of the new components in 
Oracle 11g ADF Faces Rich Client is a set of data visualization components also known 
as Data Visualization Tools (DVT). DVT are a set of rich interactive JSF components 
that offer the user lots of possibilities for visualizing and analyzing data by means of 
graphs and tables. In this article I will introduce these components and show you how to 
use them. By using a simple data collection I’ll explain some of the basic features of 
DVT and show you how easy it is to use DVT. 
 
With DVT, Oracle now has a central charting component that will be used in all Oracle 
products that use graphs or other kinds of data visualization – like Enterprise Manager, 
Hyperion, BAM (Business Activity Monitoring) and off course Oracle Fusion Applications. 
This will result in a consistent way of working for developers and not in the least a 
consistent look and feel for the end users of the products. Requirements for using DVT’s 
are the same requirements as for the other ADF components: an ADF run-time license 
or an Oracle Application Server license is required. ADF development – including DVT – 
does not require a license; using JDeveloper is free.  
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Because of the overall ADF Architecture it is possible to base graphs on any dataset that 
can be made available via an ADF data control (ADFm JSR227). Binding to a standard 
rowset and binding to hierarchical data controls is supported. This means that graphs 
can be based on data from a database exposed via ADF Business Components, but 
also data from a BAM server or BI server. One can also use web services to provide 
graphs with data. 
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It is easy to create a graph by dragging and dropping a collection from the data control 
palette, the same way that you create a databound form or table on a page. Data for a 
graph can also be provided via a managed bean. DVT components support both 
skinning and partial page refresh. DVT’s can be PPR targets, but they are also able to 
initiate a PPR event. It is also possible to dynamically change almost any property of a 
DVT component by means of EL.  
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DVT can be divided in 5 main groups. These main component groups are the following: 

·  Graphs: The graphs available for displaying data include a wide range of 
standard types including bar, line, pie graphs and dials and meters. The type of 
graph that can be used is dependent on the structure of the data collection it 
displays. 

·  Gauges: A gauge displays a single measure relative to various thresholds. 
·  Pivot Tables: Pivot tables display one or more data values classified by horizontal 

and vertical dimensions.  The dimensions can be at multiple levels, and the 
component allows pivoting of rows and columns. 

·  Maps: The geographic map component allows multiple layers of point data to be 
displayed over a single map. 



·  Gantt Charts: Gant chart components contain a list and a chart region displayed 
as the two sides of a splitter. There are three types, Project, Scheduling and 
Resource Utilization. 

One by one I’ll show you some basic features and tell how these components can be 
used. All examples are based on the same datasource (named “salesresult”) which 
actually is a placeholder data control.  
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All DVT components that are used in this article are placed on the same ADF page, and 
are the corresponding binding is defined in one page definition file. The iconic view of 
this page definition reveals that each and every DVT component uses the same iterator.  
Not that this is necessarily best practice of course, but for this purpose of this article it is 
fine. 
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Data Visualization Components consist of over 50 different kinds of graphs. All graphs 
support animation (initial display and data change), zooming and scrolling, and some of 
them support a time selector window. The main component for graphs is <dvt:graph/> 
component. This component has 77 properties. For the most commonly used graphs 
there are simplified graph types so that you don’t have to set all available properties. 



Let’s create a first simple graph. By dropping the “salesresult” collection from the 
datacontrol palette on the page as a graph, a popup is displayed from which you can 
select the graph type. For now let’s pick a simple pie graph. The next step is the 
configuration of the graph. The graph has to show the percentage of total sales per 
salesman. Pick the appropriate values, and check in the previewer if the result is what 
you expect.  
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When you run the page you will see the result. It is fairly easy to make the graph I little 
bit more sexy, and to add some cool animation features to it. 

The first step is to make the graph display as a 3 dimensional graph. By adding the 
property threeDEffect=”true” the graph will display as 3 dimensional. 
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<dvt : pi eGr aph i d=" pi eGr aph1"  
              i nl i neSt yl e=" wi dt h: 100%; hei ght : 400px; "  
              val ue=" #{ bi ndi ngs. sal esr esul t . gr aphModel } "  
              subType=" PI E"   
              t hr eeDEf f ect =" t r ue"  
              i mageFor mat =" FLASH"  
              ser i esEf f ect =" SE_GRADI ENT"  
              ser i esRol l over Behavi or =" RB_HI GHLI GHT" > 
              <dvt : pi eLabel  r ender ed=" t r ue" / > 
              <dvt : l egendAr ea aut omat i cPl acement =" AP_NEVER"  
                              r ender ed=" f al se" / > 
</ dvt : pi eGr aph> 
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For some extra graphical effects shown above we have to set the imageFormat to 
FLASH, and add some series properties, so that when the mouse goes over the pie, the 
particular slice is highlighted.�
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Gauges can be used to visualize critical values. Gauges concentrate on one particular 
data point, for instance stock in a warehouse, or sales numbers of a particular product. 
You can use a collection to base a gauge but you will get one gauge for each row in that 
collection. Gauges support minimum, maximum and threshold values, visualized by for 
instance color usage. Gauges are excellent components to monitor critical values. As 
with graphs, gauges can be rendered as Flash or SVG. 

There are three kinds of gauges: Dial, Status Meter en LED. You can specify any 
number of thresholds for a gauge. However, some LED gauges (such as those with 
arrow or triangle indicators) support a limited number of thresholds because there are a 
limited number of meaningful directions for them to point. For arrow or triangle 
indicators, the threshold limit is three.  
 
Let’s use the same data collection as we used before. This time we drop it as a read 
only table. The column that displays the amount is the one that is going to be displayed 
as a gauge. To do that we have to convert the amount output text to a gauge. In this 



example the LED type gauge is used to display a colored DOT to indicate critical values. 
By setting threshold maximum values, color ranges are defined.  The final code 
fragment is shown below. 
 

 
 
When you run the page now, you will see a gauge in every row, displaying the color that 
was defined for the threshold. It is now very easy to identify the salesmen that are not 
doing that well. Just look where the red dots are. 
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If you hover the mouse over one of the dots extra information is shown about the value 
and the nearest threshold. 
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<af : col umn sor t Pr oper t y=" ammount sol d"  sor t abl e=" f al se"                                        
header Text =" +/ - " > 
   <dvt : gauge i d=" gauge1"  i nl i neSt yl e=" hei ght : 20px;  wi dt h: 20px; "  
              gaugeType=" LED"  
              i mageFor mat =" FLASH"  l edSt yl e=" LS_DOT"  
              val ue=" #{ r ow. bi ndi ngs. ammount sol d} "  
              dynami cResi ze=" DYNAMI C_SI ZE"  
              maxVal ue=" 20. 0" > 
 
    <dvt : gaugeBackgr ound> 
       <dvt : speci al Ef f ect s f i l l Type=" FT_GRADI ENT" > 
       <dvt : gr adi ent St opSt yl e/ > 
       </ dvt : speci al Ef f ect s> 
    </ dvt : gaugeBackgr ound> 
    
    <dvt : t hr eshol dSet > 
        <dvt : t hr eshol d f i l l Col or =" #f f 0000"  t hr eshol dMaxVal ue=" 3" / > 
        <dvt : t hr eshol d f i l l Col or =" #f f 9c31" t hr eshol dMaxVal ue=" 6" / > 
        <dvt : t hr eshol d f i l l Col or =" #52f f 52" / > 
     </ dvt : t hr eshol dSet > 
     <dvt : met r i cLabel  posi t i on=" LP_NONE" / > 
     </ dvt : gauge> 
</ af : col umn> 
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The Pivot Table is a very powerful component that can be used to show normalized 
relational data in a user friendly matrix structure. It is a way to view data from different 
angles. Let’s say for instance that we need to know the sales result from a particular city 
grouped by salesmen. Or do we need to group it per product? Or maybe both? The pivot 
table enables us to have it all in one component.  

Based on the same collection as before, we now drop this collection as a pivot table. 
Select the appropriate columns and run the page again. The page source for the pivot 
component is really simple. 
 

 
 
The functionality however is advanced. The pivot table allows you to drag rows or 
columns to get another view on the data. So in one page we now not only have on 
overview of who sold what in which city, but also in which city what was sold by whom. 
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If you take it one step further you could even give the displayed the values in the pivot 
table a different background to create a kind of heat map. An example for implementing 
cell highlighting this was published by AMIS on the OTN site 
(http://www.oracle.com/technology/pub/articles/jellema-adfcellhighlighting.html). It is 
easy to use this example to implement functionality like this in a pivot table. 
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With the geographic map we can project data on a map for instance a map on which 
every state gets a color depending on the sales figures in that particular state. Or maybe 
a map that show a per city pie chart displaying the sales per product. It is possible to 
create multiple layers (“themes”) on a map. The actual geographical data is based on 
Oracle Spatial. It is not (yet) possible to use other maps such as Google Maps, as base.  

The themes that are available are the following: 

<dvt : pi vot Tabl e i d=" pi vot Tabl e1"    
                i nl i neSt yl e=" wi dt h: 100%;  "           
                val ue=" #{ bi ndi ngs. sal esr esul t 2. pi vot Tabl eModel } " / > 



·  Color theme:  This theme can be used to color states based on product 
popularity.  

·  Pie graph theme: This theme can be used to display a pie graph in each state. 
·  Point theme: This theme identifies offices as points. For each point, it displays an 

icon. 

As with the other DVT components, Geographic maps can be customized. It is possible 
to adjust size of the map, start coordinates of the initial display and for instance zoom 
levels. Each map theme requires a datacontrol that holds the location information that 
has to be linked to the map. This can be coordinates, but also addresses that are 
translated to longitudes and latitudes by a Geocoder. For this example it is sufficient to 
just add the coordinates to the data collection. Every city has its own unique 
coordinates. Amsterdam for instance has a latitude/longitude of 52.2 and 4.5. Before you 
can use the Geographic Map component you need to create a connection to a 
Mapviewer and Geocoder server In Jdeveloper first. With that connection in place it is 
very straightforward to create a geographical map that is bound to the “salesresult” 
collection. In this example we use a <dvt:mapPointTheme/> displaying information about 
every lat/long combination (representing a city) in the “salesresult” collection. 
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The resulting map show dots (point themes) and when you click on the dot, additional 
information is shown. The actual definition of the map binding can be found in the page 
definition file: 
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A Gantt is used in planning and tracking projects to show tasks or resources in a time 
frame with a distinct beginning and end. There are three types of charts to pick. First of 
all there is the project Gantt that lists tasks vertically and shows the duration of each 
task as a bar on a horizontal time line. A resource utilization Gantt shows graphically 
whether resources are over or under allocated. A scheduling Gantt is based on manual 
scheduling boards and shows resources vertically with corresponding activities on the 
horizontal time axis.  The component actually consists of two adjacent tree tables with a 
splitter in between. The left table displays a list with tasks; the right table displays the 
bars between start- and endpoint. Both tables share the data- and selection model and 
(therefore) are being automatically synchronized. That also happens when expanding or 
collapsing subtasks. Gantt uses PPR when data is mutated/dragged meaning that not 
the entire page is being refreshed, but only the relevant page elements. 
 
A Project Gantt is easily created by dropping the “salesresults” collection on the page as 
a Project Gantt. When you create a Project Gantt you can use features like task 
dependencies, task recurrence and splitting tasks and creating subtasks. 
 

    <mapTheme I t er Bi ndi ng=" sal esr esul t I t er at or "  i d=" sal esr esul t 3"  
              xml ns=" ht t p: / / xml ns. or acl e. com/ adf m/ dvt " > 
      <mapThemeDat aMap mapThemeType=" poi nt " > 
        <i t em t ype=" l at _l ong"  l ongi t ude=" l ongi "  l at i t ude=" l at "  l abel =" ci t y" / > 
        <i t em t ype=" dat a"      val ue=" ammount sol d"  l abel =" amount  sol d" / > 
        <i t em t ype=" cat egor y"  val ue=" pr oduct name"  l abel =" pr oduct  name" / > 
      </ mapThemeDat aMap> 
    </ mapTheme>�
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For now just keep it simple, set the tasked, start- and end- times, and select the columns 
that need to be displayed. 
 
In the page that displays the Gantt you will see the bars that represent sales periods on 
the right hand side. On the left you see corresponding data. 
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It is possible to adjust the timescale, or to add and remove columns that are being 
displayed on the left.  
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ADF 11g DVT is a very powerful and easy to use set of components that allow you to 
look at data from all kinds of perspectives. The examples in this article are only the top 
of the iceberg. If you teach yourself how to use the more advanced properties and 
features of DVT, you can create very fancy dashboards.  



In the near future Oracle is going to the release the next version of ADF 11g (codename 
“bulldog release”). With this release there might be an extra component in the DVT set. 
The hierarchy viewer is mentioned in some Oracle released documents and is most 
commonly used for organization charts.  
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However it can be used for all kinds of hierarchical data display. Also within the next 
release oracle hopefully provides a more advanced version of ADS. ADS is a server 
push mechanism that allows client side components to react immediately to server side 
changes. That means that whenever the data behind the datasource changes the graph 
will reflect those changes without having to do a request to the server.  

In the end Oracle has created a charting component that will be used in all Oracle 
products that use graphs or other kinds of data visualization and that will result in a 
consistent look and feel throughout these products. 
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